
1

EyeOn bv | Aarle-Rixtel (NL) | Amsterdam (NL) | Antwerp (BE) | Geneva (CH) | T + 31 (0)88 883 00 00 | mail@eyeon.nl | www.eyeon.nl

EyeOn
publication
A Supply Chain’s Digital 
Twin

A sustainable approach for optimizing
service, costs and waste

2021 | EyeOn publication





3EyeOn publication

Management Summary 4
1. Creating a supply chain’s digital twin 5 
 Many metrics – what’s the optimum? 5
 A digital representation of a real-life supply chain 5 
 A glimpse of simulated events in a supermarket 6
	 	 Customer	demand,	product	substitution	and	grabbing	behavior	 6
	 	 Ordering	and	inventory	policies	 6
	 	 Tracking	key	metrics	 6
2. Self-learning A.I. engine to find optimal replenishment & inventory settings 7
 The goal of a simulation and finding the optimum 7
 Two methods to run simulations 7
 Real-life algorithm results 8
 Benefits of using the self-learning A.I. engine 8
3. Case Study 9
 Scenario analysis 10
 Degree of knowledge of the inventory 10
 Outcome of the case study simulations 10
4. Final Words 11
About EyeOn 12

Contents



4 A Supply Chain’s Digital Twin

Management Summary

The competitiveness of any modern company is highly related to the effectiveness of its supply chain. Perishable goods are especially 
challenging to manage, not the least because they are often accompanied by unstable demand. Having too few of those products 
quickly impacts the provided service levels, while having too many products results in waste. Ideally, one aims to maximize availability 
and freshness of products, while simultaneously minimizing waste, operational costs and lost sales. A sensible replenishment and 
inventory policy should find a balance between these relevant aspects to minimize the total monetary and non-monetary costs. 

In this context, EyeOn has developed a “Supply Chains’ Digital Twin” – a simulation tool that mimics real-life processes and can assess 
the performance of replenishment and inventory policies. On top of that, using an effective optimization algorithm, the tool helps 
actual decision-making. Namely, it finds the optimum of different cost-drivers to get to a certain strategy, e.g. minimizing total costs or 
minimizing waste and therewith contributing to company sustainability targets.

Subsequently, in a case study, we prove the effectiveness of the Digital Twin by showing results of simulating a supermarket. The Digital 
Twin quantifies the effect of external factors (e.g. demand patterns) to total costs and demonstrates that having more knowledge 
about the freshness of products in stock can further decrease total costs. Moreover, using the optimization engine, decisions are 
prescribed on how to replenish the products that ultimately decrease total costs up to 30% compared to the current replenishment 
policies used.

Management 
Summary



5EyeOn publication

1  Creating a supply chain’s digital twin

Many metrics – what’s the optimum?
Robust and effective supply chains play a significant role in the 
competitiveness of large businesses more than ever. Particularly 
interesting is the management of perishable goods, which are 
often accompanied by unstable demand. Having too few of 
those products in stock quickly impacts the provided service 
level, while having too many products results in waste. These 
contradicting goals mean that an unambiguous “best” decision 
on how to manage stock and replenishments can be considered 
very challenging. How to maximize the availability and the 
freshness of products while minimizing food waste, operational 
costs and lost sales?

EyeOn recognizes that many pharmaceutical companies, 
companies in the process industry and retailers in its network 
face challenges in their supply chain. They must focus on product 
availability while simultaneously reaching targets regarding 
cost and perishability. To cope with this increasing planning 
complexity, EyeOn has developed a tool that can solve this 
tactical problem of defining sensible replenishment & inventory 
policies and at the same time, by reducing waste, incorporating 
sustainability in the supply chain to aid certain strategic goals. 
This tool utilizes computer simulation methods to create a 
“Digital Twin” of a company’s supply chain and subsequently 
applies a propriety self-learning artificial intelligence (AI) 
engine to find the optimum – the best decisions to manage the 
replenishments and inventory in accordance with the set goal.

A digital representation of a real-life supply chain
EyeOn’s “Supply Chains’ Digital Twin” is a close-as-possible 
computer representation of a company’s supply chain. This 
means that we try to mimic real-life processes with the Digital 
Twin in the most realistic possible way. In light of the subject 
of case study presented later in this whitepaper, we take a 
supermarket as an example for the Digital Twin. This simulation 
model can be used to show how available stock and customer 
demand on a day-to-day and hour-to-hour level impact different 
cost and service metrics.

The Digital Twin simulates and evaluates many different 
scenarios with different replenishment and inventory policies. 
A digital simulation tool can evaluate these elements without 
the need of real-life experiments. In fact, such tool can test 
near limitless scenarios using simulation. Moreover, real-life 
experiments can be very costly, there is a risk of customer 
alienation when tests do not go as expected. And, arguably most 
importantly – they are very time-consuming and it is impossible 
to evaluate dozes, let alone thousands, of possible scenarios.

Naturally, validating that the digital simulation is an acceptable 
representation of reality is of crucial importance to trust the 
model. The results would be meaningless if the simulation 
did not resemble the behavior and patterns from the actual 
business. The way EyeOn’s Digital Twin is developed enables 
tracking very granular processes up to the behavior of an 
individual customer. In the section of the case study, we 
demonstrate that demand, sales and waste is summarized to 
an hourly basis to prove the realism of the model and provide 
information to understand the workings of the model to a 
great extent (see also Figure 1). Note that simulating a different 
business (e.g. a pharmaceutical company), an hourly level of 
detail is probably meaningless when the goal is to understand 
sensible replenishment and inventory policies. Therefore, the 
ability to zoom in or out depending on the business dynamics is a 
very valuable feature.

Creating a supply chain’s 
digital twin
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1  Creating a supply chain’s digital twin

Figure	1.	A	simulation	lends	itself	well	to	mimic	real-life	processes	
and	intuitively	check	whether	the	computer	model	behaves	
according	to	reality.	The	figure	shows	some	aspects	that	can	
happen	in	the	Digital	Twin	for	a	supermarket	case.

A glimpse of simulated events 
Customer demand, product substitution and grabbing behavior
One of the most important events in the Digital Twin is the 
already discussed customer demand. In our example, customers 
arrive with a certain rate. For each of these arrivals, we simulate 
which products this customer will buy. This is dependent on the 
arrival time of the customer, as e.g. some products have higher 
demand at the end of the day. Whenever demand is incurred 
for a product, it is checked whether there is sufficient stock to 
satisfy the demand. If there is insufficient demand, customers 
may buy a similar product as a substitute (e.g. a slightly different 
bread). Of course, some assumptions are needed on what 
products are deemed “similar” and what the probability is for 
such substitution (typically, we simulate multiple scenarios to 
understand the impact). If there is sufficient stock of the product 
(or its substitution), another aspect comes into play – namely, 
the customer’s grabbing behavior. The customer can pick from 
the front of the shelf (typically an older batch) or the freshest 
product from the rear of the shelf. The former is called first-in-
first-out (FIFO) and the latter last-in-first-out (LIFO). Of course, 
there may be more than two batches on the shelf.

Note that both the substitution pattern and grabbing behavior 
are aspects that are not well known by businesses. Therefore, we 
often create multiple scenarios that we simulate to understand 

the impact of certain assumptions. Of course, both behaviors 
can be analyzed when detailed data (e.g. point-of-sales data with 
exact timestamps) is available to come to a better approximation.

Ordering and inventory policies
Where there is demand, there is supply. A key element – in fact, 
the decision variables of managing a business – is the ordering 
and inventory settings and policies. Mostly, these are quite 
different between companies, but ultimately the main question 
is when to order and how much to order. In the simulations, we 
test hundreds, if not thousands, of such settings and evaluate the 
results.

An interesting element of the ordering policies is whether 
the supermarket knows the exact freshness of the individual 
products in stock. Namely, if that information is known, it is 
possible to use more effective ordering policies as the “value” 
of the stock can be assessed differently depending on its age. 
For example, in a situation where the entire stock would expire 
tomorrow, we should probably order more than in a situation 
where we have the same number of items in stock, but that 
expire in a year. However, in practice we see that supermarkets 
often do not possess this knowledge, and therefore EyeOn’s 
simulation tool can use different policies that match the actual 
decision-making capabilities.

Tracking key metrics
We mentioned a few times that we run many simulations and 
evaluate all results. This “evaluation” can be on many aspects. 
Some of the most used metrics that can be included in the Digital 
Twin are as follows in the example of a supermarket:
• When demand is not fulfilled (also not with a substitute 

product), that demand is considered as a lost sale and that is 
monetary cost element. A more intangible effect is also the 
unhappiness and decrease of goodwill of customers whose 
demand is not met.

• At the end of the day, the simulation evaluates the expiration 
dates of the entire stock and collects waste of expired 
products. This is also a monetary cost element, but it can also 
be used to assess sustainability goals.

• Customers may be more pleased buying a very fresh product 
for a certain price than a product that has been on the shelf 
for a few days. Therefore, the freshness of products during 
their sale is an interesting metric to track.

• There can be several operational costs such as placing an 
order and subsequently shipping and handling costs.

• The total of the previously mentioned elements, possibly with 
certain weights, can be aggregated to “total costs” that often 
should be minimized.
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2  Self-learning A.I. engine to find optimal replenishment & inventory settings

The goal of a simulation and finding the optimum
Using the simulation model one can check how the current way 
of working translates to the different cost elements and to what 
extent different scenarios might impact those elements. Such 
“scenario” is defined by what we call a “configuration” – a set of 
settings like the replenishment moment, the order quantity and 
the safety stock for each product.

Although simulating and evaluating different scenarios with a 
certain configuration is already very powerful, arguably more 
interesting is to know the best settings to reach a certain goal. 
A straightforward goal is to minimize total costs, but depending 
on a company’s strategy, the emphasis can shift to more specific 
goals, e.g. to minimize food waste or to maximize the provided 
customer service.

However, finding optimal decisions is often very hard as there are 
practically unlimited number of possible configuration settings 
that define a certain scenario. Of course, it is possible to create 
a set of scenarios that can be tested within a feasible timeframe, 
but why waste valuable time to test solutions that could very 
well be not worth looking at?

Two methods to run simulations   
For this purpose, EyeOn has developed an artificial intelligence 
(AI) optimization engine that learns from already tested 
scenarios and predicts what settings will yield good results. 
This way, there is no need to define scenarios that should be 
tested and hope that one of those scenarios gives a desirable 
outcome. With this engine, we just need to state the goal (e.g. 
“minimization of total costs”) and the engine will return the 
settings that come as close as possible to this goal.

Figure 2 illustrates and explains (1) the process of using a 
“regular” approach where each scenario is defined and tested 
and (2) the process of using a self-learning A.I. optimization 
engine. 

Figure	2.	The	process	of	using	two	methods	to	define	which	
configuration	settings	to	run	in	the	simulation.	Method	1	is	the	
straightforward	approach	of	defining	all	the	configurations	
prior	to	the	simulation,	then	simulating	all	those	settings	and	
evaluating	their	performance.	The	second	method,	using	a	self-
learning	A.I.	optimization	engine,	the	model	learns	from	previous	
simulations	and	predicts	which	configuration	settings	would	
yield	a	good	result.	This	method	is	usually	more	efficient	as	it	will	
less	often	evaluate	bad	configurations	and	it	is	able	to	pinpoint	
promising	configurations	that	are	not	known	in	advance.	

Self-learning A.I. 
engine to find optimal 
replenishment & inventory 
settings
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2  Self-learning A.I. engine to find optimal replenishment & inventory settings

Real-life algorithm results
In the next section we will discuss the results of a real-life case 
study. To also illustrate how EyeOn’s self-learning A.I. engine 
really works, Figure 3 shows the impact on food waste due 
to products being too long in stock for different configuration 
settings. In the first iteration (“iteration 0”), there are a lot of 
different outcomes, starting from €0,- waste up to more than 
€3 million costs for waste. After a few iterations, the bandwidth 
of the costs decreases as the algorithm starts learning from 
previous iterations and automatically zooms in on areas that 
yield good results. Note that this figure only shows one aspect 
of the metric (i.e. waste), and the objective of the case study 
was not to minimize waste but to find a certain balance between 
different metrics and to minimize total costs. 

Benefits of using the self-learning A.I. engine
From EyeOn’s experience, using self-learning algorithms has two 
main benefits:
1. It is an automated method, meaning that the users don’t 

need to think about sensible configuration settings that 
should be simulated and evaluated. What makes this 
automated approach even more sensible, is that in practice, 
we typically don’t set the configurations once when doing it 
manually. Users often run many configurations to only then 
learn that some adjustments need to be made, after which all 
the simulations should be run again. EyeOn’s automated self-
learning algorithm greatly simplifies the process and saves 
valuable simulation time.

2. The self-learning aspect often results in not simulating bad 
configuration settings too frequently but focusing on the 
most promising configurations. The precious simulation 
time is instead used to zoom into more precise settings and 
get a better result that would not be possible by defining 
configuration settings prior to the simulation. In practice, we 
have seen that by using EyeOn’s A.I. engine, we get better 
results in less time.

Figure	3.	The	results	of	the	amount	of	waste	of	the	supermarket	of	EyeOn’s	A.I.	engine	for	the	case	study.	The	horizontal	axis	represents	
the	iteration	of	the	algorithm	(there	are	20	iterations	in	this	figure).	For	each	iteration,	there	are	50	data	points	that	represent	the	
average	outcome	of	multiple	simulations	for	a	certain	configuration	setting.	After	each	iteration,	the	engine	learns	from	the	previous	
results	and	tries	to	define	new	configurations	that	are	promising	to	reach	the	user-defined	goal.	In	this	figure,	we	see	that	already	after	
8	iterations	the	results	don’t	change	significantly	for	this	specific	metric.



9EyeOn publication

3  Case study

Case study

Here we present the findings of an actual case study, where 
we focus on a single store and products with a relatively short 
perishability. We consider 33 different products and 9 different 
suppliers as input for the Digital Twin. We use granular demand 
data – namely, per hour and depending on the day of the week. 
One of the accepted scenarios is the assumption that customers 
buy 60% of their product LIFO (“grabbing from the rear of the 
shelf”) and when an item is out-of-stock, the probability to 
substitute to a similar product is 5%. The 60% LIFO proportion is 
quite a complex scenario to manage well, as relatively many of 
the freshest products are bought instead of the products from 
the older batches.

We can see how this translates to the simulation in Figure 4 – an 
excerpt of 18 days of a single product in the supermarket. Such 
overview greatly helps validating that the simulation represents 
reality well. We see that demand is typically concentrated in 
the middle of the day. In the center chart, on February 6th, 
7th and 14th there is waste collected (since the product has 
been too long on the shelf), while in the evening of February 
8th and the next day there were lost sales due to being out-of-
stock. The latter is because there was relatively much demand 
around 14:00-16:00 on Monday the 8th. Also interesting are the 
additional sales on February 15th due to a similar product being 
out of stock.

Figure	4.	From	top	to	bottom,	(1)	the	inventory	position	and	stock	on	hand,	(2)	different	mutations	that	decrease	the	inventory	and	(3)	
replenishments	from	suppliers	aggregated	to	full	hours.	The	data	considers	a	single	product	from	the	“vegetables”	group	in	the	first	18	
days	of	February	2021	(note	that	February	1st,	8th	and	15th	are	a	Monday).	This	vegetable	has	a	freshness	of	3-5	day	depending	on	
when	it	is	supplied.
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3  Case study

Having both waste and lost sales means that its crucial to 
have the right amount of stock, which is not an easy deed. In 
the current example, the product is replenished on Monday, 
Wednesday and Friday. Having even more frequent deliveries 
could improve the waste and lost sales, at the expense of 
operation costs. For this purpose, Digital Twin’s optimization 
engine could further improve the replenishment moments and 
quantities to perform better at the important metrics.

Figure	5.	Results	of	three	scenarios	of	the	supermarket	simulation	
with	the	optimization	engine.	On	the	top	part,	the	results	of	the	
cost	elements	operational	costs,	lost	sales	and	waste	are	shown.	
The	bottom	part	shows	to	what	extent	the	optimization	engine	
could	improve	the	base	case	(close	to	the	current	way	of	working	
in	the	supermarket	of	the	case	study).

Scenario analysis
In the previous chapter we introduced the case study and 
showed a small part of the simulation with different events. 
Like argued before, seeing the effect of a certain scenario to the 
different metrics is interesting, but optimizing the variables that 
can be managed by the business is even more interesting. If we 
set the goal to minimize total costs and let the self-learning A.I. 
optimization engine define the scenarios and optimize for this 
goal, the total costs are reduced by as much as 20.8%, as shown 
in the bottom section of Figure 5. Interesting to note is that by 
minimizing total costs, the optimum is a balance where lost sales 
and waste are reduced while the operational costs are slightly 
increased. This can be explained by the optimization engine’s 
suggestion to replenish more often and to reduce overall costs 
and accommodate the slightly more sales. 

From business perspective, this also leads into the thought of 
adding (or switching to) a supplier that can deliver the products 
more often (possibly at a higher cost) – this might be very 
worthwhile when looking at the results. In the same figure we 
also see a second scenario, where the LIFO percentage is set 
to a more conservative 40% for all products. This considerably 
reduces total costs, as we can also see in the reduced lost sales 
and waste. Thus, if customers could somehow get an incentive 
to buy the less fresh products, there should be environmental 
gain and reduction of costs at the same time. Also, in this 
scenario, the self-learning A.I. engine decreased the total costs 
significantly by 19.1%.

Degree of knowledge of the inventory
So far, we used a simulation where the freshness of every 
product in stock is known. As discussed, this means that if it is 
known that the stock’s expiry dates are near, you’d probably 
place a larger replenishment order than in a case where the 
products will not perish anytime soon. However, realistically, few 
supermarkets possess this knowledge. For the company in the 
case study, Figure 5 also shows Scenario 3 (similar to Scenario 1 
with LIFO = 60%) where in the simulation, the freshness of the 
stock is not known. This gives the results as shown in Figure 6. 
We see that when the freshness of the products in stock is not 
known, the overall costs would be about 6% higher than in a 
situation where the freshness is known (total costs of €2024k vs 
€2144k).

Outcome of the case study simulations
Typically, we perform many different scenarios to understand 
their impact on different elements – three of those are shown 
in this section. When considering all simulations of this case 
study, the improvements that are made by the self-learning A.I. 
engine were 12% to 30%. These very significant numbers that 
motivates changing the way of working to realize the potential 
gains. Moreover, we saw in the simulations that waste is reduced 
by 27% on average – proving that the environmental footprint 
can be substantially improved while achieving an equal or better 
customer service level.
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4  Final words

We have shown how a Digital Twin of a business can mimic real-
life detailed processes, simulate many scenarios with respect to 
customer behavior and business decisions, and how to assess 
the impact of those aspects with different metrics. We covered 
metrics such as freshness of the inventory, customer service 
level (lost sales due to insufficient stock), food waste (due to 
perishable stock with insufficient demand) and operational costs.

Although scenario analysis is already very powerful, we typically 
go a step further and combine the simulation capabilities with 
our self-learning A.I. optimization engine. This goes beyond 
having insights – the optimization engine truly prescribes which 
decisions lead to the desired goals, be it waste reduction, 
minimizing total costs, or anything else.

Moreover, not only do the results speak for themselves, but we 
also showed that the very detailed real-life representations in 
the simulations lend themselves well to validate the analytical 
model, in contrast with black-box formulas. And speaking of 
results, in the case study, EyeOn’s optimization engine improved 
the target of minimizing overall costs by 12-30% compared to the 
current way of working.

With our vast planning & forecasting experience, we believe 
that simulations and optimization can be exceptionally capable 
in improving supply chain processes for a much broader scope. 
Let’s create a Digital Twin of your supply chain and aid decision-
making by data-driven insights to reach your targets!

Final words
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We implement proven innovations to raise your forecasting 
and planning performance. We work in the most pragmatic 
way possible, based on our knowledge and experience in over 
hundred large, international companies. We develop and 
implement the best fit-for-purpose improvements with real 
impact.

Get in touch with our experts 
Are you also experiencing more uncertainty and complexity 
in your end-to-end chain? Do you need support in designing, 
implementing and executing excellent (planning) processes as a 
discriminating factor for success? Read more on our website or 
contact one of our experts! 

Let’s also connect for more details on this whitepaper or for a 
demo!
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